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Abstract

We present a new approximate indexing structure, the Bregman hy-
perplane tree, for indexing the Bregman divergence, aiming to decreasing
the number of distance computations required at query processing time,
by sacrificing some accuracy in the result. The experimental results on
various high-dimensional data sets demonstrate that the proposed index-
ing structure performs comparable to the state-of-the-art Bregman ball
tree in terms of search performance and result quality. Moreover, our
method results in a speedup of well over an order of magnitude for in-
dex construction. We also apply our space partitioning principle to the
Bregman ball tree and obtain a new indexing structure for exact near-
est neighbor search that is faster to build and a slightly slower in query
processing than the original one.

1 Introduction

Efficient nearest neighbor processing is important in multimedia applications.
In such applications, the real objects (image, audio etc.) are usually represented
as vectors in a high-dimensional space. Then the nearest neighbor search is to
retrieve all those points in a database that are close to a query. One distance
measure that has many applications, but which so far has received little atten-
tion in the similarity retrieval community, is the Bregman divergence. Bregman
divergences have many real-world applications, and are used to measure dis-
similarity in such diverse areas as multimedia, machine learning, computational
geometry and speech recognition. For example, the Kullback-Leibler divergence
is used to assess the similarity between histograms and has been applied to
image classification (Rubner et al., 1999) and image retrieval (Rasiwasia et al.,
2007). Another example is the Itakura-Saito divergence (Itakura and Saito,
1970), used in speech recognition as a measure of the difference between signals.

Numerous indexing structures have been proposed for similarity retrieval un-
der vector norms and other metrics (Samet, 2005; Zezula et al., 2006). Bregman
divergences, however, are non-metric, and therefore not amenable to indexing
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using these techniques. Because the most important base property of these tech-
niques is the triangle inequality which is invalid for the Bregman divergences.

We propose an index structure for Bregman divergences, based on the hy-
perplane partitioning principle. The proposed index structure is easier to imple-
ment than the main competing method, and we show that it achieves a manifold
speedup over a linear scan with a low degree of error. This indexing structure
was considered in conference version of our paper. In this paper, we extend our
previous paper and apply the hyperplane partitioning principle to the Bregman
ball tree, and obtain a new version of the ball tree. The main purpose of this tree
was to see the practical applicability of the hyperplane partitioning principle in
exact nearest neighbor search. The rest of the paper is organized as follows:
Some preliminary definitions are given in Section 2. Section 3 is referred to the
related work. We describe our indexing structures in Section 4. Experimental
results are provided in Section 5. Finally, Section 6 contains some concluding
remarks.

2 Preliminaries

Let X = {x1, x2, . . . , xn} be our database. Let f : RD → R be a strictly con-
vex differentiable function. The Bregman divergence (Bregman, 1967) between
x, y ∈ X based on f is defined as

df (x, y) ≡ f(x)− f(y)− 〈∇f(y), x− y〉 . (1)

Here, ∇f(y) denotes the gradient of the function f at y and 〈x, y〉 denotes
the dot product between x and y. A Bregman divergence measures the distance
between f and its first-order Taylor expansion. The definition is illustrated in
Figure 1.

X

ff(y)

y

f(x)

x

df (x, y)

〈∇f(y), x− y〉

Figure 1: Illustration of the Bregman divergence df (x, y).

Some standard Bregman functions and their divergences are listed in Table 1.
Note that, as opposed to most distances used in similarity retrieval, Breg-

man divergences are not, in general, metric; they are neither symmetric nor
triangular.
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Name Domain Function f df (x, y)

Squared function (`22) RD 1
2
‖x‖22 1

2
‖x− y‖22

Kullback-Leibler div. RD
+

∑
xi log xi

∑
xi log xi

yi
− xi + yi

Itakura-Saito RD
+ −∑ log xi

∑(
xi
yi
− log xi

yi
− 1
)

Mahalanobis RD 1
2
x>Qx 1

2
(x− y)>Q(x− y)

Exponential RD
∑

exi
∑

exi − (xi − yi + 1)eyi

Table 1: Some standard Bregman functions and their divergences.

3 Related Work

Cayton (2008) proposed the first general index structure for Bregman proximity
search, the Bregman ball tree (bbtree). The bbtree is a binary tree where and
each node represents a Bregman ball that covers all points in the subtree rooted
at that node. The k-means algorithm is employed as the space partitioning
method, using k = 2, yielding two subsets. The tree is built recursively, in a
top-down manner. The coordinates of a node’s center is computed as the mean
of the coordinates of all points in the subset. Thus data points are located in
the leaf nodes, the index will have more than n points. Nearest neighbor search
is performed using the depth-first branch-and-bound strategy. In order to check
overlap between a Bregman ball and a query ball, a bisection is performed on a
line between the ball center and the query to find the lower and upper bounds
from the ball to the query. The processing of a query may require more than n
distance computations due to the node center selection criteria. Note that this
method supports both exact and approximate nearest neighbor search.

Nielsen et al. (2007) studied the geometric properties of Bregman Voronoi
diagrams. The Voronoi diagrams are closely related to nearest neighbor search,
and form the basis of several metric indexing structures, such as the spatial ap-
proximation tree (Navarro, 2002). However, Cayton (2008) claimed that Voronoi
diagrams do not lead to an efficient nearest neighbor data structure for Bregman
divergences beyond two dimensions.

A space transformation method for Bregman divergence is proposed by
Zhang et al. (2009): the points in the original d-dimensional space are trans-
formed into a d+1 dimensional space. The authors developed several strategies
that can efficiently handle data in the extended space and applied them to
R-trees (Guttman, 1984) and VA-files (Weber et al., 1998).

4 Bregman hyperplane trees

First, let us have a look at a space partitioning principle that is used in our tree.
We adapt the space partitioning principle proposed by Nielsen et al. (2007).
Since Bregman divergences are asymmetric, we define two types of bisectors.
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The Bregman bisector of the first type is defined for p, q ∈ X as

BBf (p, q) = {x ∈ X | df (x, p) = df (x, q)} (2)

Similarly, the Bregman bisector of the second type is defined as

BB′f (p, q) = {x ∈ X | df (p, x) = df (q, x)} (3)

The Bregman bisector of the first type BBf (p, q) can be written as the equation

BBf (p, q, x) = 0 , (4)

where

BBf (p, q, x) = df (x, p)− df (x, q)

= f(x)− f(p)− 〈∇f(p), x− p〉 − f(x) + f(q)+

〈∇f(q), x− q〉
= f(q)− f(p)− 〈∇f(p), x〉+ 〈∇f(p), p〉+
〈∇f(q), x〉 − 〈∇f(q), q〉

= f(q)− f(p) + 〈∇f(p), p〉 − 〈∇f(q), q〉−
〈∇f(p)−∇f(q), x〉.

Similarly, the Bregman bisector of the second type BB′f (p, q) is the hyper-
surface given by the equation

BB′f (p, q, x) = df (p, x)− df (q, x)

= f(p)− f(x)− 〈∇f(x), p− x〉 − f(q)+

f(x) + 〈∇f(x), q − x〉
= f(p)− f(q)− 〈∇f(x), p〉+ 〈∇f(x), x〉+
〈∇f(x), q〉 − 〈∇f(x), x〉

= f(p)− f(q) + 〈∇f(x), q − p〉.

Based on these equations, we define binary partitioning principles for our
tree. For any given points p, q, x ∈ X , the first type Bregman hyperplane parti-
tioning is defined as follows.

partition(p, q, x) =

{
left, if BBf (p, q, x) < 0

right, otherwise.
(5)

Similarly, we have the second type Bregman hyperplane partitioning.

partition(p, q, x) =

{
left, if BB′f (p, q, x) < 0

right, otherwise.
(6)
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Then, partition(p, q, x)1 decides which (left or right) partition should con-
tain point x. Note that the condition
df (x, p) < df (x, q) can be used in 5 instead of the evaluation of BBf (p, q, x) < 0.
Similarly, for the second type of partitioning we can evaluate df (p, x) < df (q, x)
in 6 instead of the evaluation of BB′f (p, q, x) < 0. However, the latter (i.e.,
BBf (p, q, x) and BB′f (p, q, x)) is computationally cheaper than the former.
Note that, especially in the second type of partitioning, it is necessary to com-
pute ∇f(x) only once for a given point x before the construction of tree (for
all points in the data set) and query processing (for a query point) because
∇f(x) is used several times in the construction/traversal. It improves the per-
formance greatly. Even for hyperplane points p and q, those constants that are
independent from x (such as f(p) and 〈∇f(p), p〉) are computed once and kept
for further use.

The Bregman hyperplane tree (bhtree) is a (possibly unbalanced) binary
tree, built in a manner similar to
the generalized hyperplane trees (Uhlmann, 1991). In each recursive call of
the tree construction, the size of data set X is compared to a given maxi-
mum leaf size and the current node becomes a leaf if the size falls below the
threshold. Otherwise, the node is internal, and two representative points pi and
pj are selected from X and stored in the node. The construction algorithm
then applies the Bregman hyperplane partitioning partition(pi, pj , x) to each
point x of the data set, resulting two subsets Xl and Xr, that is Xl ← {x | x ∈
X \{pi∪pj}, partition(pi, pj , x) = left} and Xr ← {x | x ∈ X \(Xl∪{pi∪pj})}.
The algorithm recursively builds the left and right subtrees for Xl and Xr. An
example of a node partitioning of the bhtree is given in Figure 2.

X

Xl Xr

p q

Figure 2: A data set X is recursively divided into two disjoint subsets Xl and Xr

by applying the Bregman hyperplane partitioning based on two points p, q ∈ X .
The hyperplane is represented as a dashed line. Note that p and q are kept in
the current node and not included in either of Xl and Xr.

The exact query processing in bhtrees is quite expensive. The Bregman
divergence from the query center to the hyperplane (i.e., the closest point)

1This journal version of the article has fixed bugs from the conference paper.
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can be solved by an optimization problem, with the hyperplane as its domain.
If the optimum is lower than or equal to the query sphere radius, the query
intersects the hyperplane, and both child trees must be investigated. For a one-
dimensional space, this problem can be solved by bisection. The running time
of the optimization may grow exponentially with the number of dimensions,
however.

To address this problem, we have focused only on approximate query pro-
cessing, which is considerably cheaper. To achieve this, we adapted the early
termination principle that is used by Liu et al. (2004) and Cayton (2008). The
main idea of this principle is that a point close to the nearest neighbor is found
quickly and then a large fraction of the execution is spent on backtracking to
prove that the point is the actual nearest neighbor.

A nearest neighbor query q is performed by recursively traversing the tree
from the root to leaves. The search algorithm exploits geometrical properties
of the tree, exploring the regions that contain and/or are closer to the query
(best-first). If the visited node is a leaf, a linear scan is performed on this
node. Otherwise (i.e., in an internal node), pi and pj are reported if they qual-
ify. Then, the algorithm decides which subtree should visit first by evaluating
partition(pi, pj , q). When backtracking, the other subtree is explored. The
search stops after a user-defined node count (m) is reached. The pseudocode is
sketched in Algorithm 1.

There are many different ways to choose the hyperplanes used in constructing
the tree. A simple strategy that works well in practice is described in the
following. Two points are selected from the data set at random and the data
set is divided into two disjoint subsets by applying the Bregman hyperplane
partitioning for each point of the data set. These actions are repeated several
times for different hyperplanes, and we choose the hyperplane that gives us the
most even split (i.e., the minimum absolute difference in cardinality between
the two subsets).

Another contribution of our work is that we apply the hyperplane partition-
ing principle in bbtree instead of k -means algorithm. Thus, we call the resulting
indexing structure as bregman ball tree with hyperplane partitioning (bbhtree)
which supports exact nearest neighbor search. The main principle of construc-
tion of bbhtree is almost same as the original bbtree. A detailed pseudocode
of our algorithm is given in Algorithm 2. Each node of the tree represents a
Bregman ball that covers all points in the subtree rooted at that node and the
coordinates of the center of this node is computed as the mean of the coordi-
nates of all points in that subset for each dimension. In addition to that, it also
has a hyperplane. The tree is built recursively as follows. First we check the
size of data set with a given maximum leaf size and the node becomes a leaf if
the size below the threshold. Otherwise, the node becomes an internal and we
choose a hyperplane for that node. The hyperplane divides the data set that
will result two subsets. Then the algorithm builds the left and right subtrees
for the resulting subsets.

Nearest neighbor search is done with two filtering phases. The hyperplanes
are used as navigation tools to decide which child node should be visited first
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Algorithm 1 Bregman hyperplane tree

1: function Build(X ):
2: if |X | ≤ leafsize:
3: return X . leaf node
4: else:
5: Select pi, pj ∈ X . pivot selection
6: Xl ← {x|partition(pi, pj , x) = left ,

x ∈ X \ {pi ∪ pj}}
7: Xr ← {x|x ∈ X \ (Xl ∪ {pi ∪ pj})}
8: l← Build(Xl) . left subtree
9: r ← Build(Xr) . right subtree

10: return (pi, pj , l, r)

11: function Query(ans,q ,m):
12: if m ≤ 0:
13: exit . early termination

14: if this node is leaf:
15: Search using q in the leaf node and

update ans with results
16: m = m − 1
17: else:
18: Compute the Bregman div. between pi and q

update ans with pi if necessary
19: Compute the Bregman div. between pj and q

update ans with pj if necessary
20: if partition(pi, pj , q) = left :
21: l.Query(ans,q ,m)

. explore the closest branch first
22: r.Query(ans,q ,m) . then the other one
23: else:
24: r.Query(ans,q ,m)
25: l.Query(ans,q ,m)
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Algorithm 2 Bregman ball tree with hyperplane partitioning

1: function Build(X ):
2: Compute node’s center c over X and covering radius
3: if |X | ≤ leafsize:
4: return X . leaf node
5: else:
6: Select pi, pj ∈ X . pivot selection
7: Xl ← {x|partition(pi, pj , x) = left , x ∈ X}
8: Xr ← {x|x ∈ X \ Xl}
9: l← Build(Xl) . left subtree

10: r ← Build(Xr) . right subtree
11: return (c, pi, pj , l, r)

12: function Query(ans,q):
13: if this node is leaf:
14: Search using q in the leaf node and

update ans with results
15: else:
16: if partition(pi, pj , q) = left :
17: l.Query(ans,q)

. explore the closest branch first
18: if query ball ∩ r:
19: r.Query(ans,q) . then the other one

20: else:
21: r.Query(ans,q)
22: if query ball ∩ l:
23: l.Query(ans,q)

(while the other node may be visited during backtracking) and then the algo-
rithm follows the bbtree’s nearest neigbor search algorithm: first the algorithm
visits the chosen node from the hyperplane partitioning condition and then
checks overlap between the other child’s ball and the query ball and visits only
if they intersect. In order to check overlap of balls we use the bisection method
which is explained in Section 3.

5 Experiments

In this section, we present an experimental evaluation of our trees (bhtree and
bbhtree), comparing them to the bbtree (Cayton, 2008). We compare the time
required to build the trees, and measure the performance of the trees compared
to linear scan as well as the quality of the results, on several data sets. We
conducted our experiments on the same, high-dimensional data sets used by
Cayton (2008). For all data sets, we use the Kullback-Leibler divergence. In
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fact, little attention has been paid to the efficient proximity search for the
Kullback-Leibler divergence whereas some other divergences (such as `22 and
Mahalanobis) can be handled by the existing metric indexes.

• SIFT signatures: 1111-dimensional representations of 12 360 images
from the PASCAL 2007 data set (Everingham et al., 2007). Each point is a
histogram of quantized SIFT fea-
tures (Nowak et al., 2006).

• Semantic space: 371-dimensional representations of 5000 images from
the Corel stock photo collection. Each image is represented as a distribu-
tion over 371 keywords (Rasiwasia et al., 2007).

• Corel histograms: a collection of 64-dimensional 66 616 color histograms
extracted from the Corel image data set.

• rcv-8, rcv-16, rcv-32, rcv-64 and rcv-256: 8, 16, 32, 64 and 256 di-
mensional representations of topic histograms for 8, 16, 32, 64 and 256
topics, respectively, by using latent Dirichlet allocation (Blei et al., 2003)
on 500 000 documents from rcv1 corpus (Lewis et al., 2004).

We used the following number of points from the data sets as queries: 2360,
500, 6616, 1000, 1000, 1000, 1000 and 1000 points from SIFT Signatures, Se-
mantic space, Corel histograms, rcv-8, rcv-16, rcv-32, rcv-64 and rcv-256 re-
spectively.

As a baseline for comparison, we selected the bbtree and used the original
implementation of bbtree (Cayton, 2012) which is written in C. Our program
is written in C++.2 All programs were compiled in gcc 4.7.0 with the option
-O3. All experiments are performed on a PC with a 3.3 GHz Intel Core i5-
2500 processor and 8 GiB RAM. For both trees, the leaf node size was 10 and
the node counts (m) were set to 2, 4, 8, 16, 32, 64, 128 and 256 following the
bbtree’s experimental settings. In all of our experiments, we report the left
nearest neighbors (NN) (i.e., df (x, q), searching for a nearest neighbor x ∈ X
for a given query q). Thus, the first type Bregman hyperplane partitioning is
used in bhtree. We compared the search performance and result quality of the
trees by varying the result size thresholds, using the values 1, 5, 10, 20, 40 and
80. We report only the results with NN and 10 NN because the results with the
other result size thresholds were quite similar. We measured the wall clock time
that is required to build the trees. The build time and speedup of bhtree over
bbtree are shown in Table 2. The high build time of the bbtree is likely due to
the fact that the k-means algorithm is employed as a space partitioning method.
In addition, the speedup values are noticeably high when the dimensionalities
of the data sets are high.

2A C++ implementation will, most likely, entail some slight overhead, but this would not
bias the results in our favor.
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SIFT Semantic Corel rcv-8 rcv-256

signatures space hist.

bhtree 4.5 s 0.6 s 2.5 s 8.7 s 78.8 s

bbtree 131.9 s 19.2 s 54.2 s 80.4 s 2303.4 s

speedup 29.3× 32.0× 21.6× 9.2× 29.2×

Table 2: Build time of trees and speedup of bhtree over bbtree.

For each query, we counted the number of distance computations needed for
the approximate search, normalized by the size of the data set, as the perfor-
mance measure, and measured a slightly modified version3 of the error on the
position (Zezula et al., 2006) as the result quality measure. This modified ver-
sion of the error on the position yields the average absolute position difference
between every point of the exact and approximate results. In general, approx-
imation techniques will produce results that vary with with their parameter
settings. In order to make a fair comparison between different techniques we
have to compare their speed-up factors with the same error or vice versa. In
some cases, it would be difficult to achieve this goal. In order to compare the
results properly, they are plotted as a lines with one point for each parame-
ter setting, with the coordinates for each point given by the mean error and
mean normalized distance count for all queries. On the y-axis, the value 10−2

means that the indexing structure performed 100 times as fast as a linear scan.
On the x-axis, the value 101 means that the average absolute position differ-
ence between exact and approximate result is 10 (for instance, if the result size
threshold is 1, then the 11th NN is reported instead of the NN).

In Figure 3, the errors on the position vs. normalized distance counts for
NN and 10 NN on SIFT signatures are shown. It can be clearly seen that the
result quality is a non-decreasing function of the number of scanned nodes.

Consider the results for NN: when the error on the position for the bhtree
is 26 with normalized distance count 0.0083 (i.e., used only 0.83 % of the data
set), the error for the bbtree is 35 with normalized distance count 0.297 (i.e.,
used 29.7 % of the data set). In general, the bhtree is about 4.6–35.6 times as
fast as the bbtree for the same level of error. Moreover, on this data set the
bbtree takes 29.3 times as long to build as the bhtree.

Figure 4 shows the results on Semantic space, Corel histograms, rcv-8 and
rcv-256 data sets. The trees have roughly the same speedups and result qualities
on Semantic space and Corel histograms. The bhtree outperforms the bbtree
on rcv-8. As the dimensionality of rcv1 data set increases, the bhtree is about
100–1000 times as fast as linear scan with a low degree of error. The bbtree is
about 1.5–3 times as fast as the bhtree for the same error, but this still yields

3We normalized the error by the exact result’s size instead of the approximate result’s size,
and in addition to this we did not normalize the error by the data set’s size.
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Figure 3: Performance vs. result quality of approximation on SIFT signatures.

a good tradeoff between construction time and search speedup, as the bbtree
requires 29.2 times as much build time as the bhtree on this data set.

The bhtree achieved good results with very high-
dimensional SIFT signatures. For both trees, we also notice that as the re-
sult size threshold increases, the result quality becomes worse on all of our data
sets; this is probably due to the fact that their dynamic search radii intersect
with many balls/hyperspaces.

So far, we have paid attention to approximate nearest neighbor retrieval.
Let us have a look at the exact nearest neighbor search, in particular the per-
formance of bbhtree. The build time and the results for exact NN on various
data sets are given in Table 3. The results show that the bbhtrees are relatively
cheaper to build than the bbtrees.

For rcv-8 and rcv-16, the bbtree slightly (less than 1 %) outperforms bhtree.
However, the bbtree requires at least 7.92 times as much build time as the
bbhtree on all of the experiments. As the dimensionality increases, the per-
formance of the bbtree and bbhtree degrades, especially on Corel, rcv-32 and
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Figure 4: Performance vs. result quality of approximation on Semantic space,
Corel histograms, rcv-8 and rcv-256.
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Build time (s) Data set scanned (%)

bbtree bbhtree ratio bbtree bbhtree ratio

Corel 54.21 6.30 8.60 34.58 38.47 0.90

rcv-8 84.41 10.66 7.92 1.05 1.17 0.90

rcv-16 155.60 18.51 8.41 3.54 4.48 0.79

rcv-32 285.95 33.04 8.65 9.91 13.47 0.74

rcv-64 557.41 60.48 9.22 27.52 34.82 0.79

Table 3: Build time, percentage of data set scanned of trees and their ratio
between bbtree and bbhtree.

rcv-64. It is well-known fact that exact search fails in high-dimensional spaces.
The both trees performed worser than a linear scan on rcv-256, SIFT signatures
and Semantic space.

6 Conclusion

We have proposed a new indexing structure, the Bregman hyperplane tree,
for approximate Bregman proximity search, and a new indexing structure, the
Bregman ball tree with hyperplane partitioning, for exact Bregman proximity
search. Our experimental results show that our approximate indexing structure
is comparable to the Bregman ball tree in terms of result quality and both
of our indexing structures require significantly less construction time. One of
the important features of the Bregman hyperplane tree is that it is simple to
implement.
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